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Abstract

We propose Exact Software Design Mining (ESDM)
as a new approach to managing large software sys-
tems. ESDM is concerned with automatically ex-
tracting a program generator capable of exactly re-
constructing the full code base. To illustrate the
potential effectiveness of this approach, we propose,
implement, and test a basic algorithm extracting
such generators. Experimental results on various
benchmarks (including the Linux kernel) are encour-
aging.
Keywords: Software engineering, software design,
program generation.

1 Introduction

Over the last decade, data-mining has emerged as
an important technology with significant applica-
tions in database systems and bioinformatics prob-
lems. Almost in parallel, program generation en-
joyed a renewed interest as a technology with sig-
nificant software engineering applications. But the
exact role for program generation in software engi-
neering has remained a somewhat elusive goal. We
propose a view motivated by Kolmogorov’s notion
of string complexity [9]: Generators can capture the
essential complexity of the programs they produce.
At the same time, abstractions used in the genera-
tor do not force any runtime overhead on the final
product. If such generators are both compact in size
and readable, they provide an effective way to cap-
ture the design of software. They also capture an
exact design, in that it contains all the information
needed to reconstruct the full code base.

Our thesis is that data mining techniques can be
used to extract such generators. This paper ar-
gues that systems that support this thesis, or Exact
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Software Design Mining (ESDM) systems, are both
feasible and challenging. The paper is organized
as follows: Section 2 provides a broader introduc-
tion to program generation and discusses techniques
that have similarities in goals to ESDM. Section 3
presents an example of an ESDM system that uses
common-subexpression elimination (CSE) to extract
a generator from a software base. An implemen-
tation of this algorithm for the full C language is
described. Experimental results obtained with this
implementation are presented in Section 4. Section
5 outlines a broad range of extensions that can be
made to this basic ESDM method, and that can be
expected to yield improvement to the design extrac-
tion process. Section 6 concludes.

2 Background and Related
Work

Program generation is an increasingly important
technique for software development — important
enough that an annual ACM conference has re-
cently been established with this technique as its
focus [2, 5]. But a basic question remains open:
why does program generation help software devel-
opment? Compiler [7] and partial evaluation [8] re-
searchers generally argue that the point of program
generation is improved performance. While these
observations explain many instances where program
generators are useful, they are not universal, and
do not necessarily explain important cases when the
generation of high-level programs are useful. In par-
ticular, partial evaluation produces greatly variable
performance improvements, and it is not easy to pre-
dict ahead of time how much performance will be
gained.

We postulate that the utility of high-level program
generation techniques lies in that they allow the pro-
grammer to write programs using more powerful ab-
straction mechanisms than was possible before, and



without having to pay a runtime performance over-
head for these abstractions. This view explains both
why program generation can be used when there is
no runtime performance benefit, and why techniques
such as partial evaluation are very useful despite the
fact that a programmer can always write the code
they generate by hand. There are several reasons
why software written without generation is often im-
poverished in terms of abstractions:

• The language lacks the abstraction mecha-
nisms. For example, a first-order language can-
not express call-backs, and so if we want to
implement a sort function using different or-
der functions, we would have to write multiple
copies of the sort function.

• The language being used may support an ab-
straction mechanism, but using the abstrac-
tion mechanism would entail a runtime perfor-
mance overhead. For example, in a statically
typed language, functions for traversing differ-
ent types usually have to be expressed explic-
itly, because there is no facility for taking the
definition of a type and generating such func-
tions.

Almost forty years ago, Kolmogorov suggested
that the information-theoretic complexity of a string
can be defined as the length of the smallest gen-
erator that would produce this string when exe-
cuted [9]. In general, Kolmogorov complexity is not
computable, but computable approximations have
been developed and studied, often for the purpose
of string compression [11]. Another application of
Kolmogorov complexity to a domain that is closely
related to our work is in software plagiarism detec-
tion [4].

There are similarities between plagiarism detec-
tion and ESDM, but there are also important dif-
ferences. The differences can be illustrated with a
concrete example. Consider a class of students that
are given a programming assignment. The goal of
plagiarism detection is to identify which subsets of
the solutions are similar. Ideally, subsets that are
identified as similar are ones where plagiarism has
occurred. Alternatively, we can view the output of
plagiarism detection as a probability of plagiarism
between any two assignments. In fact, this is the
form of the output of such systems. In contrast, the
ultimate goal of software design discovery is to first
recognize that all solutions are similar, and then to
explain precisely how each implementation can be
mechanically reconstructed starting from a core de-
sign and ending with each different implementation.
At a more technical level, the notion of plagiarism
must generally limit the notion of similarity between

programs to trivial textual edits, otherwise, all cor-
rect solutions to the homework problem would be
considered plagiarized [14]. For design discovery, the
only limit is computability. In fact, if programmer
intervention is allowed, even this limit can be re-
laxed.

But the exact form of the smallest generator for
a string has only recently been a subject of in-
terest, and much of this work has taken place in
the context of data-mining research. A particularly
promising approach in the field of data-mining has
been the SEQUITUR system. Given a string, SE-
QUITUR computes a context free grammar that
generates exactly this string [13]. The grammar is
computed in linear time. From the point of view
of extracting artifacts that capture the design of a
software system exactly, the fact that grammars can
be readable objects suggests that this approach can
be used to extract from a large code base a more
compact program generator that can be read, un-
derstood, and maintained instead of the full code-
base. From the complexity theoretic point of view,
SEQUITUR has some limitations: it can only ap-
proximate Kolmogorov complexity up to a factor of
O(n1/3). Note, however, that this is a limitation
of SEQUITUR’s approach: other techniques based
on context free grammars have a lower bound of
O(log(n/g∗)), where g∗ is the size of the smallest
grammar [3].

3 Extracting Generators

By and large, data-mining and compression algo-
rithms work at the level of tokens or characters and
not abstract syntax trees (ASTs). This has two im-
portant implications: First, token-level algorithms
are fundamentally prone to accidental similarities at
the level of tokens that is meaningless at the gram-
matical level. Second, and more importantly, such
algorithms have to work hard to discover structure
that is obvious at the level of the AST.

To address the problem described above, we pro-
pose the use of a simpler but more structured tech-
nique of common-subexpression elimination (CSE)
[6, 1] for dealing with data that has well-defined
structure. In particular, a powerful feature of CSE
on ASTs is that it gives optimal compression on du-
plicates: Size is only increased by a constant factor,
as exactly one extra node is needed per duplicate.
This is not the case for state of the art compres-
sion algorithms such as Compress, Gzip-9, Bzip-2,
PPM-9, and Token Compress [4].

As a practical approach to assessing the poten-
tial of ESDM, we studied and implemented a basic
method for extracting generators based on common-



subexpression elimination (CSE) [6, 1]. Compilers
sometimes use CSE to improve the runtime perfor-
mance of programs by avoiding duplication of work.
Because CSE does not always improve runtime per-
formance (because inlining an expression can some-
times improve it), compilers must apply CSE selec-
tively. For ESDM, we will use full CSE. In particu-
lar, the generators we extract will always inline all
common expressions to produce exactly the origi-
nal program. All of this happens before the pro-
gram is compiled and executed. So, ESDM has no
impact on compilation times or the runtime behav-
ior of programs, because compilation starts from the
same sources as before. So, whereas complex heuris-
tics have to be used by compilers to determine where
CSE should be used, full CSE can be used for ESDM.
CSE can be implemented efficiently by hash-consing
[6] followed by inlining of trivial terms, that would
run in almost-linear time (O(n · log(n))). That CSE
works by searching for redundancy and eliminating
it in a form that is still readable suggests that it is
a natural starting point for investigating ESDM.

3.1 Implementing CSE

We implement CSE by performing hash-consing fol-
lowed by inlining of trivial terms. Hash-consing [6]
is a standard technique for compactly storing a tree
as a directed-acyclic graph (DAG) with maximal
sharing. To apply it to an AST, we begin with
the leaves, name them, and then process the rest
of the nodes from the bottom up. For each node
that we see, if a node of the same type and the same
branches has already been named, then this node is
replaced by its name, and we move up to the next
level. Named terms generated in this manner can be
viewed as a grammar. For a given expression such
as g (sqrt (7234) * sqrt (7234)), the resulting
grammar would be

A → g
B → sqrt
C → 7234
D → B(C)
E → D∗D
F → A(E)

This grammar represents a DAG with maximal shar-
ing. But trivial rules that produce only one terminal
(such as A, B, and C) or rules that are only used
once (such as E) inflate the size of the grammar
unnecessarily, without improving sharing. All non-
terminals satisfying either of these two conditions
can be inlined without increasing the overall size of
the grammar, and possibly reducing it. The result of
this step is also guaranteed to have at most as many

symbols as the original program. For the example
above, the result is

D → sqrt(7234), F → g(D∗D)

3.2 Grammars as Program Genera-
tors

Because the resulting grammars are DAGs, they can
be sorted so that each production only depends on
productions that have been seen before, and each
production can be viewed as a program that pro-
duces a string. For example, the grammar can be
used to build the following macro program:

D = sqrt (7234); F = g (D * D)

When executed, this program generates
precisely the term that we started with:
g (sqrt (7234) * sqrt (7234)).

3.3 Independence of Variable Names

Syntactic and semantic equivalence can be unre-
lated. Programs sometimes have textually identi-
cal but semantically unrelated fragments. For ex-
ample, occurrences of terms such as a+b are token-
wise identical, but a and b might happen to occur in
different contexts that provide different bindings to
each of these variables. On the other hand, textually
different fragments can be semantically identical.
For example, the two function definitions f(x)=x+x
and f(y)=y+y are identical except for the variable
names. To address both these issues, we apply a
standard transformation to ASTs, which eliminates
variable names from the source programs and re-
places them by the de Bruijn index (or, static dis-
tance coordinates) of the parameter. The result of
this transformation would convert both of the func-
tion definitions above into f(_) = #0 + #0, where
the notation #0 denotes the de Bruijn index corre-
sponding to the variables x and y. If the contexts
provide different bindings to variable names in tex-
tually identical fragments, the result of de Bruijn
conversion would be different (with fragments hav-
ing different de Bruijn indices), and the accidental
matching would be avoided.

When extracting the generator from the grammar,
de Bruijn indices are replaced by names and lookups
in generation-time environments.

3.4 Implementation

Assessing the practical utility of ESDM in general,
and the approach proposed above in particular, re-
quires empirical analysis of large, realistic software
systems. This is particularly important because, to



Name Size Direct De Bruijn Time Bytes ≈S
xpm 79605 1.2% 1.2% 6.59 657K 27%
gfig 121138 20.7% 19.6% 8.17 934K 26%
UI 116023 4.1% 4.0% 13.10 915K 26%
vmlinux 1957357 45.7% 43.3% 310.31 12,572K 34%

Figure 1: Experimental results

our knowledge, little work has been previously done
on gathering and understanding patterns that natu-
rally occur in software systems. To this end, we have
designed and implemented an instance of the above
generator extraction algorithm tailored for the C
programming language using the parser that comes
with the CIL program transformation system [12].

CSE is implemented as a direct extension to the
type of the AST produced by CIL’s [12] parser for
C. Conversion of variable names to de Bruijn indices
is only done for function parameters, local variables
in functions, variables in block scope, and in type
declarations. As an example, consider the following
function:

int f (int a) {
int b;
b = 10;
{
int c = 20;
c = c + b + a;

}
return 0;

}

At the assignment statement c = c + b + a;, the
closest binding variable, c has the de Bruijn index 0
, variable b has the de Bruijn index 1, and the func-
tion argument has the de Bruijn index 2. A simpli-
fied AST for the substituted statement looks like:
ASSIGN (#0, ADD (ADD (#0, #1), #2)). Global
variables are left untouched, and no de Bruijn in-
dices are generated for their occurrences in the pro-
grams.

As an example of type declarations, consider the
declaration

typedef struct { int val; } s1;
typedef int * ip;

typedef struct ablist {
ip a;
s1 b;
struct ablist * c;

} s2;

In the structure ablist, there are occurrences to
three named types, namely, s1, ip, and a recursive
occurrence of a pointer to itself (ablist). In a man-
ner similar to values, we also replace occurrences of
such types with de Bruijn indices for types. As a re-
sult, the type s2 above is represented in a simplified
AST as: STRUCT{a: #1, b: #2, c: PTR #0 }.

4 Experimental Results

Figure 1 summarizes experimental results with using
the implementation described above on some non-
trivial input examples. The first column contains
the name of the program analyzed. The first three
are components of the GIMP [10] system. The last
program is a merged version of the Linux kernel [12].
Size counts the number of nodes in the original AST
before CSE. Direct shows the relative reduction in
size after CSE. De Bruijn shows the relative re-
duction in size when the AST is converted into de
Bruijn form and then hash-consed. Time gives the
amount of time in seconds required to execute 1 our
algorithm (with both the hash-consing and de Bruijn
indexing). Bytes reports the size of the source file
in bytes. Time is only included to confirm that the
implementation does run in time linear to the size of
the input. The last column, titled ≈S, reports the
relative reduction in number of bytes in the stan-
dard SEQUITUR [13] output (sequitor -p). This
output is itself a grammar similar to what we gener-
ate, but is produced without knowledge of the actual
grammar of the C language, and is printed into a file.

The percentages for CSE indicate that compres-
sion rates can vary significantly depending on the
program, but that they can also reach over 40% for
large, real, programs such as the Linux kernel. In-
terestingly, translating programs into de Bruijn form
did not help compression, but actually consistently
caused a small degree of deterioration. Neverthe-
less, we expect conversion into de Bruijn form to en-
able easier processing and implementation of more

1Timings are measured on an AMD XP-2500+ machine
with 1.5GB RAM running Linux version 2.6.7 under the
OCaml interpreter version 3.08.1



equalities in the future. Examples include change
in name combined with change in order of argu-
ments. Further experimental results (not shown in
the table above) indicate that there is large vari-
ability between the amount of compression when we
consider only expressions, statements, definitions, or
type declarations.

The last two columns are included only for ref-
erence, and comparisons between Direct and ≈S
should be made with care. In particular, Direct
is a ratio based on node counts, while ≈S is based
on textual representations. Thus, the latter is only
a rough estimate of ratio on node counts for SE-
QUITUR’s algorithm. In particular, the numbers
for ≈S can be increased arbitrarily by adding spaces
to the original program. Thus, we expect that it is
likely to be an over estimate of the performance of
SEQUITUR on these inputs. It is also likely that
a significant part of SEQUITUR’s compression on
these programs comes from compressing identifier
names, which we do not consider desirable from the
point of view of the readability of the extracted gen-
erator. What should be taken from the data in the
table is that whereas the variation in the compres-
sion ratios for SEQUITUR on these examples is less
than 10%, variation for CSE is about 45%. This
suggests that they are rather independent measures
of information content. The last case is most inter-
esting, because it shows that the exact ratio for CSE
is higher than what we expect as an upper bound for
SEQUITUR’s performance on the same benchmark.
It suggests that our basic approach can in fact be
superior to SEQUITUR for the particular domain
of ESDM.

5 Directions for Future Work

There are many ways in which the basic algorithm
described above can be extended, and which can lead
to improvements in both the size and the readabil-
ity of the result. We will classify these different ap-
proaches on the basis of the notion of equivalence
that the user considers acceptable in the code base.

Syntactic equivalence: This means that we re-
quire that the extracted generator reproduces the
source code base syntactically. The primary chal-
lenge here is to deal with inconsequential differences
in the name and order of parameters, function dec-
larations, field names, and type declarations. Note
that converting names to de Bruijn indices, while
helpful for immediately identifying terms that differ
only in names of bound variables, also introduces
some difficulties as well. For example, a term con-
taining a function such as f(x) can have different

de Bruijn representations depending on where it oc-
curs in the program, even if both occurrences refer to
the same f and x parameters. More generally, effec-
tive and efficient techniques for identifying equiva-
lent terms will need to be developed, as well as tech-
niques and formalism for managing the reconstruc-
tion of the original programs from the compressed
representations.

This basic framework can support arbitrary equiv-
alences. We expect that compositional equivalences
that can be mechanically derived from one another
are likely to be the most useful in practice. In par-
ticular, compositionality is likely to help keep the
generator itself comprehensible to humans. Exam-
ples of such equivalences are the instantiation of pat-
terns such as the visitor pattern in object oriented
languages, or the map/fold patterns in functional
languages. At the same time, the more sophisti-
cated these patterns are, the more challenging the
recognition of these patterns becomes.

Semantic equivalence: This means that we re-
quire that the extracted generator reproduces a se-
mantic equivalent of the source code base. Thus, we
are allowed to replace parts of the code base with
equivalent subprograms. For C, such equivalences
can include using if in place of ?, interchange in-
dependent statements, simplify boolean expressions,
or replace statements such as i=i+1; with i++;.

Deciding on what is an acceptable notion of
equivalence: We must emphasize that the syntac-
tic approach has the practical advantage of requiring
only an understanding of the syntax of the language
and not its semantics. In particular, for many widely
used languages such as C, agreeing on a formal se-
mantics is hard even for experts. Furthermore, de-
pending on the application or domain, one may be
interested in very different notions of semantics for
the same language. For example, for Graphical User
Interface (GUI) applications, we may be interested
only in the input-output behavior of programs. In
contrast, for real-time applications, we may be in-
terested in the exact amount of time and space that
is needed to perform a certain computation. Gener-
ally, the more we observe about program execution,
the more complex the semantics becomes, and the
fewer equivalences we have.

User interaction and execution-based exten-
sions: Even if semantic equivalence is used, it
must be approached with care. For example, allow-
ing the user to introduce user-defined equivalences
can introduce bugs into the code base, if these equiv-
alences are invalid. The user, however, can in gen-



eral be queried to guide the system during extrac-
tion, as long as none of the options the user is of-
fered can produce erroneous results. The fidelity of
the system will depend on the appropriateness of the
equivalences.

6 Conclusions

After motivating the need for Exact Software Design
Mining (ESDM) techniques, this paper puts forth
and studies one such technique. In the technique
studied, common sub-expression elimination (CSE)
is used to extract a program generator that repro-
duces the original code base. The extracted program
generator can sometimes be 40% smaller than the
original program. Experiments with an implemen-
tation of this technique verify that such significant
reduction can in fact be the case for large, real, pro-
grams such as the Linux kernel. The paper outlines
several directions and goals for further development
of ESDM. Achieving these goals would have to a sig-
nificant impact on how programmers approach the
task of understanding and managing a large code
base.
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