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Abstract

We present an approach using conditional random fields
(CRFs) for extracting and coding political events from
newswire stories. Coding an event from a news story re-
quires the extraction of the actor and target, the event itself,
and the date of occurrence. Actors and targets are political
entities. Events are classified into 22 discrete categories in
the popular WEIS scheme (McClelland 1976). Lead sen-
tences of newswire stories are surprisingly complex in struc-
ture and we demonstrate the importance of segmenting it into
its constituent phrases as a pre-processing step. We design a
CRF model that labels each word in a phrase as being part
of the actor, target or a specific event type. Using two hun-
dred sentences drawn from Reuters, we compare the perfor-
mance of our CRF coder against TABARI (Schrodt 2001),
an automated event coder in active use in the political sci-
ence community. Our comparison focuses on two important
WEIS event categories (force (22) and comment (02)). We
demonstrate that on the difficult-to-code force category, our
CRF coder performs with an accuracy of 72%, recall of 70%
and precision of 91%. In contrast, TABARI performs with
an accuracy of 22%, recall of 7% and precision of 50%. We
explain the sources of power in the CRF model and conclude
by describing extensions to our model to code events in all 22
WEIS categories.

Introduction
The explosion of online news over the past few years and
recent advances in extracting information from text, raises
the possibility of learning empirical models of the evolution
of conflict between countries based on eventsautomatically
extracted from news reports. Event coding is the process of
extractingwhodid what to whomandwhenfrom newswire
stories pertaining to political events. Event coding is gener-
ally performed by human coders in political science. Each
event consists of four parts: the date of the event, the politi-
cal entity initiating the event (the actor), the recipient of the
event (the target), and the category of the event performed
by the actor towards the target. Different event categoriza-
tion schemes, such as the World Events Interactions Sur-
vey (WEIS) and Conflict and Mediation Event Observations
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(CAMEO) (Gerneret al. 2002) have been devised in the po-
litical science community over the last two decades. Since
lead sentences summarize news stories, event coding gener-
ally uses lead sentences only. For example the lead sentence,

1. President Bill Clinton said on Monday the
United States sought no confrontation with Iraqi Pres-
ident Saddam Hussein but declined to say whether that
meant he would forego immediate air strikes on Iraq.

is coded as following three events using the WEIS event
categorization scheme:

• USA 023 USA (Neutral Comment)

• USA 142 IRQ (Deny policy)

• USA 021 USA (Decline Comment)

In the WEIS scheme, events are coded in a conceptual hi-
erarchy with 22 categories (01 to 22). The first two digits of
the event code indicate the event category, the third digit is
a specialization of that event category. Thus, a neutral com-
ment (023) and a decline comment (021) share the 02 prefix.
Actors and targets are described by a three letter code.

A major bottleneck in event-based analysis (Subramanian
& Stoll 2005) is the ready availability of large event sets
coded from a variety of news sources over extended peri-
ods of time. Automating the process of event coding is
highly desirable since manually coding events is a time-
consuming and error-prone endeavor. Automated coding
was first attempted with the Kansas Events Data System
(KEDS) Project (Schrodt 2001). Their coder, TABARI,
matches exact phrases in a sentence with entries in dictio-
naries of political entities (nouns) and events (verbs). Thus,
the performance of the coder depends entirely on the con-
tents of the dictionaries. New dictionaries must be manually
developed and fine-tuned for a set of sentences pertaining
to a certain political event. Additionally, TABARI only per-
forms shallow parsing, and assumes all sentences to have a
simple declarative structure. This assumption leads to poor
performance on longer sentences with complex grammatical
structure.

Difficulties in Event Coding
Automated event coding a difficult task. Here is a descrip-
tion of the some of the fundamental difficulties any auto-
mated coder must address.



Huge number of phrase constructions.Specific phrases
are rarely encountered more than once in a set of sen-
tences. An exact phrase-matching program will never ac-
count for the virtually infinite number of correct gram-
matical constructions allowed in the English language.
The two sentences below yield the same event (USA 223
IRQ), even though they differ in the way the actor is iden-
tified, and in the expression of the actual event. A coder
should hold abstract representations of political events
rather than concrete phrasal descriptions.

2. The United States on Tuesday launched the
biggest military strike against Iraq since the Gulf
War, firing 27 cruise missiles at air defence targets
in retaliation for Iraqi attacks on Kurds in northern
Iraq.

3. The U.S. military on Tuesday fired 27 long-range
cruise missiles against air defense and communica-
tions targets in southern Iraq in retaliation for Iraqi
military attacks against Kurds.

Presence of multiple events.A single sentence often con-
tains references to multiple, interrelated events. An au-
tomated coder must differentiate between each event and
successfully code all of the events in a sentence. The fol-
lowing sentence contains information about an ongoing
conflict as well as diplomatic comments on the conflict.

4. Kurdish leader Jalal Talabani said on Wednes-
day he hoped Washington would take a greater role
in ensuring security in northern Iraq, where clashes
continued despite U.S. efforts to broker a ceasefire.

Long range dependencies.A localized sequence of words
does not encapsulate a political event in itself. For ex-
ample, a good automated coder must look at the entire
sentence to make sure the action described is not being
refuted or denied by the actor, as in the example below.
A coder needs to be able to account for these long range
dependencies.

5. A Polish diplomat on Thursday denied a Polish
tabloid report this week that Libya was refusing exit
visas to 100 Polish nurses trying to return home after
working in the North African country.

Ambiguity in categorization. Often, a specific event can
fit into more than one category. In fact, human coders of-
ten disagree over the appropriate category for an event.
The sentence below proves particularly challenging for
human coders since it is not clear if force was used. In a
phrase-matching program, there is no way to handle such
nuances. An automated coder needs to consider and rate
all possible categories for a sentence and then choose the
best fit.

6. Basque ETA separatists sent a parcel bomb to a
Spanish Civil Guard barracks on Friday but a security
officer threw it to safety and it failed to explode, a Span-
ish official said on Saturday.

Our approach
Our approach addresses the four difficulties mentioned
above by using natural language parsing and sequence la-
beling techniques. In particular, we first use the Stanford
Factored Parser (Klein & Manning 2003) to get informa-
tion about the grammatical structure of the lead sentence
of a newswire story. Grammar rules are then used to re-
solve pronouns and to fragment the sentence into several
simpler phrases. This vital pre-processing step addresses
the problem of multiple events in a sentence by separating
them from each other. Additionally, the grammatical struc-
ture of the sentence gives us abstract information to work
with during the event coding. Next, we reduce the process
of coding a sentence to that of assigning a label sequence
(where the labels can be actor, target, or event category) to
the sequence of words using the conditional random fields
(CRF) framework (Lafferty, McCallum, & Pereira 2001).
CRFs have been used successfully for shallow parsing (Sha
& Pereira 2003), table extraction (Pintoet al. 2003), and
named entity recognition (McCallum & Li 2003). For pos-
sible label sequencesY given an observation sequencex,
the CRF framework defines a conditional probability distri-
butionP (Y |X = x). Unlike other sequence labeling meth-
ods that calculate joint distributions, such as Hidden Markov
Models (HMMs), CRFs do not make assumptions about in-
dependence of the observations in the sequence. Thus, CRFs
can account for long-range dependencies between the words
in a sentence, which addresses a vital difficulty in event cod-
ing. CRFs also address the problem of ambiguity in cate-
gorization by considering the probability of every category
type.

Sentence Parsing
The first sentence of a newswire article is written as a sum-
mary of the important events described in the article. The
high amount of information contained in such a sentence
makes it a desirable source for event extraction by an auto-
mated algorithm. However, due to the density of information
present, these sentences often use complex, unique gram-
matical structures that can easily derail even the most finely-
tuned event extraction algorithm based on phrase matching.
The following two sentences, taken from the Associated
Press, demonstrate the complexity and variety of sentence
structures an algorithm must correctly deal with:

7. The PLO said on Saturday that a failed US media-
tion bid proved the Clinton administration must rethink
its policy if it is to save Israeli-Palestinian talks locked
in a crisis termed very dangerous by a European envoy.

8. President Bill Clinton said on Monday the
United States sought no confrontation with Iraqi Pres-
ident Saddam Hussein but declined to say whether that
meant he would forego immediate air strikes on Iraq.

Both of these sentences contain several inter-related yet
distinct political events, each of which needs be extracted.
They also contain multiple actors and targets referred to in-
directly through pronouns. An event extraction algorithm
that attempts to identify events by looking at the sentence as
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Figure 1: Selected parts of the parse tree created by the Stan-
ford Factored Parser.

a whole is highly likely to confuse separate events and make
mistakes. Our solution is to automatically extract fragments
from the sentence and attempt event extraction on the frag-
ments. These fragments are the subordinate and independent
clauses contained in the sentence, and their phrase structure
contains at most one actor, one target, and one action verb.
The process of event extraction on these simple phrases will
produce higher accuracy by preventing the algorithm from
mixing up two separate events contained in one sentence. In
fact, human coders use a similar process of breaking down a
sentence to better understand the underlying events.

Sentence fragmentation

A clause is a grammatical unit that contains at very least a
subject and a predicate. Independent clauses contain a sub-
ject and a verb and express a complete thought. Subordinate
clauses also contain a subject and a verb but cannot stand
alone and depend on a main clause to give them meaning.
Finding and extracting these two types of clauses serves as
the basis for automatic sentence fragmentation. Clauses can
be identified by finding conjunctions, which are used to link
phrases, words, and clauses. Different types of conjunctions
signal different phrase structures: a coordinating conjunc-
tion usually joins independent clauses, while a subordinat-
ing conjunction introduces dependent clauses.
Independent and subordinate clauses Our primary tool
for identifying independent and subordinate clauses is the
Stanford Factored Parser. Given a sentence, the parser pro-
duces a grammatical parse tree that shows the complete
grammatical structure in a hierarchical format. Figure 1
shows the parse tree for sentence 8 above from AP News.
The lowest levels of the tree contain information about the
parts of speech of the words of the sentence. Higher levels
of the trees group the words into types of phrases, includ-
ing clauses. The parser is also able to identify whether a
clause is introduced using a coordinating or subordinating
conjunction. Thus, the first step of automatic sentence frag-
mentation is to create new fragments out of the subordinate
and independent clauses identified by the parser.

Additional clauses The parser does not catch all sentence
fragments that we are interested in. Specifically, a large
amount of newswire sentences end by giving the source that
reported the information, like in sentence 9 below.

9. Nicaragua plans to open its first-ever embassy in
Israel as part of the foreign policy of new President
Arnoldo Aleman, a government official said.

From the point of view of event extraction, it is important
that the statement is being made by a government official,
but the parser does not identify a government official said as
a clause. Therefore, the second step of sentence fragmenta-
tion is to check whether the sentence ends with a (comma)
(noun phrase) (verb phrase) construction, and if so, a new
sentence fragment is created from the noun phrase and verb
phrase. The fragments below were created from sentence 10
above and demonstrate this rule of the algorithm.

9a. Nicaragua plans to open Nicaragua first-ever em-
bassy in Israel as part of the foreign policy of new Pres-
ident Arnoldo Aleman

9b. to open Nicaragua first-ever embassy in Israel as
part of the foreign policy of new

9c. a government official said

Correlative conjunctions In addition to coordinating and
subordinating conjunctions, we are interested in identifying
correlative conjunctions. A correlative conjunction is used
to link equivalent sentence elements. Specifically, we are in-
terested in equivalent verb phrases that share a noun phrase,
like in the following sentence.

10. Canada voiced support for the US cruise mis-
sile attack on Iraq on Tuesday, and said Iraqi President
Saddam Hussein may only understand force.

In this sentence, there are two separate events: Canada
voicing support and Canada making a comment (on Saddam
Hussein). The coordinating conjunction is the word and. By
looking at the high level structure of the parse tree, we can
identify verb phrases linked by correlative conjunction by
looking for the (verb phrase) (correlative conjunction) (verb
phrase) structure and the (verb phrase) (comma) (correla-
tive conjunction) (verb phrase) structure. If this structure is
found in a sentence, two new fragments are created from the
shared noun phrase and each individual verb phrase. The
fragments below were created from sentence above.

10 a.Canada voiced support for the US cruise missile
attack on Iraq

10 b. Canada said Iraqi President Saddam Hussein
may only understand force

10 c. Iraqi President Saddam Hussein may only un-
derstand force

Pronoun resolution
A problem that can occur as a result of sentence fragmen-
tation is the loss of pronoun references. Usually, entities
are only referred to once at the beginning of the sentence,
whereas events are described in the middle and at the end.



This problem is illustrated by the following sentence and a
fragment created from it.

11. Iranian President Akbar Hashemi Rafsanjani said
on Tuesday he was not briefed on US military attacks
on southern Iraq so he could not immediately comment
on them.

11 b. so he could not immediately comment on them

Clearly, before sentence fragmentation occurs, all pro-
nouns in the sentence must be resolved. We created a
pronoun replacement algorithm that takes advantage of the
parse tree created by the Stanford parser to find the noun
phrase referred to by each pronoun. This noun phrase is
found by traversing the elements of the tree and using the
first noun phrase encountered in the traversal. Since the al-
gorithm will be used on the leading sentences of articles, we
can assume that the pronoun is not referencing a noun phrase
from an earlier sentence. The rules for traversing the tree are
as follows:

1. Search all sibling nodes of the pronoun that occur before
the pronoun. A sibling tree node is a node that has the
same parent as the pronoun.

2. Move up a level in the tree, and search all sibling nodes
of the tree containing the pronoun that occur before the
pronoun.

By traversing only the levels equal to or higher than the
level at which the pronoun was found, we eliminate the
possibility of selecting noun phrases found in interjections
found in the sentence. Also, by searching the nodes that
occur before the pronoun or the pronouns parent nodes, we
ensure that the replacement noun phrase does not occur af-
ter the pronoun. Additionally, a number constraint is used
to identify incorrect noun phrase matches. The noun phrase
is analyzed and determined to be either plural or singular.
The noun phrase and pronoun must both be plural or singu-
lar, otherwise the algorithm continues searching. Using this
pronoun replacement algorithm, sentence 11 is transformed
into sentence 11’, and fragment 11b into fragment 11b’.

11’. Iranian President Akbar Hashemi Rafsanjani
said Iranian President Akbar Hashemi Rafsanjani was
not briefed on US military attacks on southern Iraq so
Iranian President Akbar Hashemi Rafsanjani could not
immediately comment on US military attacks on south-
ern Iraq

11b’. so Iranian President Akbar Hashemi Rafsanjani
could not immediately comment on US military attacks
on southern Iraq

Parsing accuracy
The pronoun resolution and sentence fragmentation algo-
rithms were tested on 300 sentences. Sentences were taken
from both Reuters and Associated Press to ensure testing on
sentences with different grammatical styles.

Pronoun resolution There were 57 occurrences of pro-
nouns in the sentences. The pronoun resolution algorithm

obtained a 73.68% percent accuracy in replacing the pro-
nouns with their appropriate noun phrases. Most of the
problems with the pronoun replacements algorithm occurred
with the pronoun “it”, which is used less carefully by writ-
ers and is often ambiguous even to human readers. Some of
the errors also resulted from pronouns that referenced noun
phrases occurring after the pronoun.

Sentence fragmentation The 300 test sentences were
turned into 1068 fragments by the sentence fragmentation
algorithm. Out of these 1068 fragments, 26 were malformed
in the process of fragmentation. This 2.4% of sentence frag-
ments were either single phrases or one or two individual
words. Malformed fragments are not a huge problem for the
automated event coder because the algorithm will not extract
data from a fragment that does not contain an actor, a target,
and an event.

Conditional Random Fields
After parsing, pronoun resolution, and fragmentation, the
sentence fragments are ready to be coded. This process in-
volved labeling the specific fragment words that correspond
to the actor, target, and event. For this we use the probabilis-
tic framework of conditional random fields (CRF). Unlike
Hidden Markov Models (HMMs), features in CRF models
are not localized and can access information from the entire
observation sequence (i.e., sentence).

Conditional random fields (CRFs) are graphical undi-
rected models, most often linked in a linear chain. Let
x = (x1, ..., xT ) be an observation sequence andS be a
set of states. Theny = (s1, ..., sT ) is a sequence of states
corresponding tox. In our problem, the observations inx
are the words of the sentence fragment, and the states iny
are three-letter country codes and the 22 event categories.
The conditional probability of state sequencey given obser-
vationsx is

p(y|x) =
1

Z(x)
exp(

T∑
t=1

∑
k

λkfk(yt−1, yt, x, t)) (1)

Wherefk(yt−1, yt, x, t) is a feature function for the given
state sequence and observation, andλk is a weight given to
the corresponding feature. A feature function has a value
of 0 when not present and a value of 1 when present, given
the previous stateyt−1, current stateyt , the observation se-
quencex, and the position in the sequencet. The power
of CRFs comes from the fact that features can use informa-
tion from the entire observation sequence in determining the
presence of the feature at locationt. Adjusting the weights
λ trains the CRF by making certain features more important
than others. Z(x) is a normalization factor defined as the sum
of state sequence probabilities across all possible state se-
quences:Z(x) =

∑
s exp(

∑T
t=1

∑
k λkfk(st−1, st, x, t)).

Dynamic programming
Since the number of state sequences grows exponentially
with the length of an observation sequence, CRF calcula-
tions can become quite inefficient. Fortunately, linear chain
CRF models can be calculated using dynamic programming.



Much like hidden Markov models, defining recursive for-
ward values and backward values makes possible the use of
the Viterbi algorithm to quickly identify the most probable
state sequence for a given observation sequence.

Training CRF models
Training CRF models happens by adjusting the feature
weightsλ. Given a training set{(x1, y1), ..., (xn, yn)} con-
sisting of observation sequences paired with correct state se-
quences, the log-likelihood of the set can be found by sum-
ming the probabilities of the state sequences:

L(λ) =
n∑

j=1

log(p(yj |xj)) (2)

Maximizing the log-likelihood gives the best estimate for
λ. The function does not contain local maxima, and is guar-
anteed to have a global optimum. We use L-BFGS, a quasi-
Newton method, to find the global maximum. L-BFGS re-
quires the first-derivative of the given function. The first-
derivative of the log-likelihood with respect to featureλk is
the difference between the observed expected value for fea-
turefk and the model’s expected value for featurefk:

∂L

∂λk
=

n∑
j=1

Ck(yj , xj) −
n∑

j=1

∑
s

p(s|xj)Ck(s, xj) (3)

where Ck(y, x) =
∑T

t=1 fk(yt−1, yt, x, t), the non-
weighted sum of featurefk given state sequencey and ob-
servation sequencex.

Event coding features
Actor and target identification Initially it appears that
the task of identifying the actors and targets in a sentence
fragment is very similar to the popular task of named entity
recognition (NER). However, closer inspection reveals that
identifying actors and targets is a much harder and subtler
problem. Fundamentally, NER is only interested in all of the
named people and organizations in a fragment. However, a
named entity may not be a legitimate entity for the purposes
of event coding. For example, analysts, unofficial newspa-
pers, terrorist groups, and former presidents of countries are
all named entities, but their actions do not constitute events.
The opposite case is also true; sometimes legitimate enti-
ties are not properly named. A comment made by a ”Rus-
sian official” or ”the President’s office” should get coded as
an event. Using, NER, these actors would not get coded.
Finally, our purposes require a distinction between entities
performing the action (actors) and those receiving the action
(targets). Clearly, features for NER cannot be directly ap-
plied to this problem. The features used for actor and target
identification break down into four categories:

Words and parts of speechWords that are capitalized (ex-
cept those at the beginning of sentences) will often refer
to the names of actors and targets. Actors and targets are
also more likely to contain parts of speech such as proper
nouns and adjectives. Likewise, parts of speech such as

verbs and determinants are less likely to be actors and tar-
gets.

Parts of phrases Certain phrases are more likely to contain
actors and targets. Experimentation has shown that noun
phrases that contain at least one proper noun will contain
actor and target words. Prepositional phrases seem less
likely to contain relevant words.

Lexical matches Most actors and targets occur frequently
in different sentences. We maintain a list of nations, cap-
itals, and nationalities that often correspond to entities in
event data.

Position The position of words in the fragment help the la-
beling process in two ways. First, words near other words
labeled as either an actor or target words are more likely
to be actor and target words themselves. This idea helps
us identify actors and targets with long names. Second,
the position of words help us differentiate between actors
and targets. Actors are more likely to occur before the
main “event verb” in the fragment. Target words are more
likely to occur after the main “event verb” in the sentence
fragment.

Event category identification Each event category has a
set of features that promote and inhibit the selection of the
category. There are two main types of features.

Category keywords Each category has several associated
keyword features. Keywords are the main verbs in the
sentence that suggest the presence of the event. For
example, the keywords associated with the WEIS 022
(Force) category include “attack”, “bomb”, and “kill”. In
a way, keyword features are a rough-pass at categoriza-
tion. Though they are not perfect, keywords narrow the
scope of possible event categories.

Category peculiarities The rest of the features associated
with a specific event category deal with unusual uses of
the keywords that change the meaning of the word in the
sentence. For example, “attack” was a keyword described
above. However, the word may be used in a sentence talk-
ing about a political attack. In this case, a special feature
would make sure the word “attack” does indeed refer to a
military attack.

Preliminary results
A set of 200 Reuters sentences from September 1996 was
created for testing purposes. The sentences were randomly
selected from days experiencing high levels of violence,
ranging from military engagement between two states to
small acts of destruction by non-state actors within a coun-
try. This allowed us to focus on the coding performance in
two WEIS event categories, the 02 (Comment) category and
the 22 (Force) category. One of us (RS), an expert event
coder, found 90 Force events and 26 Comment events from
the data set. It should be noted that in general, 02 (Com-
ment) events occur more frequently than 22 (Force) events,
but our set of sentences was purposefully skewed towards
the Force category to narrow the scope of preliminary test-
ing.



Table 1: Results for 22 (Force) category

Coder Accuracy Recall Precision
TABARI 22% 7% 50%
TABARI with frag 20% 8% 83%
CRF 72% 70% 91%

Table 2: Results for 02 (Comment) category
Coder Accuracy Recall Precision
TABARI 81% 31% 67%
TABARI with frag 88% 54% 93%
CRF 89% 96% 68%

The 200 sentences were each coded using three meth-
ods. In the first method, the entire sentences were coded
using TABARI. The second method involved fragmenting
the sentences using our sentence fragmentation algorithms,
and then running TABARI on the sentence fragments. Both
TABARI methods used the Levant verb dictionary and a
comprehensive actor/target dictionary that contained all of
the actors and targets that appeared in the set of sentences.
The third coding method consisted of fragmenting the sen-
tences and coding the fragments using the CRF model.
Since no training data was available for the CRF model, fea-
tures and feature weights were selected by hand. The feature
set was shown to be stable.

Force category detection
Running TABARI on the full sentences yielded 6 events cor-
rectly identified as Force events, with 84 false negatives and
6 false positives. The performance of TABARI on sentence
fragments was almost identical, with 7 correct events and
83 false negatives, but only one false positive. The CRF
model (on fragmented sentences) correctly coded 63 events
describing violence or military action, with 27 false nega-
tives and 6 false positives.

Comment category detection
TABARI correctly identified 6 events as Comment events,
with 18 false negatives and 4 false positives. Running
TABARI on sentence fragments improved performance with
14 correctly coded events, 12 false negatives, and 1 false
positive. Finally, the CRF model correctly coded 25 events,
with 1 false negative and 12 false positives.

Actor detection
Although not the focus of our primary testing, we com-
pared the performance of the actor detection of our auto-
mated coder with the decisions made by the human coder.
We did not compare the performance to that of TABARI due
to the limited information provided by the program. For a set
of 100 sentences, the human coder identified 66 sentences
containing legitimate actors and 34 containing non-state or
unclear actors. The CRF model correctly identified 51 legit-
imate actors, with 3 false positives and 15 false negatives.

Discussion
As expected, TABARI performed poorly at coding both the
Force and the Comment category. In both categories, its re-
call was unacceptably low. TABARI simply missed a large
number of legitimate events. This demonstrates the short-
comings of using an exact phrase-matching dictionary to
identify events. Most of the events missed by TABARI con-
tained common words, however, subtle differences in the
grammatical structures of the sentences from the expected
structure in the dictionaries prevented proper identification
of the event. TABARI performed better at the 02 (Com-
ment) category than at the 22 (Force) category. This can be
attributed to the smaller number of phrases used to describe
comments than acts of violence. The following two sen-
tences are typical examples of sentences coded as 02 (Com-
ment) events.

The United States said on Saturday it could not confirm
that Iraq had fired surface-to-air missiles.

Chile said on Tuesday it understood the United States’
reasons for its cruise missile attacks on Iraq but with-
held outright support.

The sentences use the simple subject-verb object structure
that TABARI assumes on all sentences. Furthermore, ”said”
is used as the verb in almost all comment events. Sentences
containing 22 (Force) events use a wider vocabulary and var-
ious grammatical structures, like in the following two exam-
ples.

NATO troops fired warning shots in the air during a
tense stand-off with a notorious Serb police chief in
northwest Bosnia.

Two more North Korean infiltrators were killed on Sun-
day during a fierce gun battle with South Korean secu-
rity forces, the Defence Ministry said.

Therefore, TABARI misses a larger percent of force
events than comment events. Further analysis of TABARI
revealed a maximum sentence length that prevented many
sentences from being considered for coding at all. Likewise,
TABARI gives up on sentences in which a verb occurs be-
fore the actor.

The performance of TABARI combined with sentence
fragmentation defied expectations. We expected a much
higher number of correctly identified events, due to the
shorter length and simpler structure of fragments that
TABARI prefers. We also expected the large number of frag-
ments taken out of context to result in more ”junk events”,
leading to more false positives. Surprisingly, fragmenting
sentences before running TABARI did not dramatically im-
prove coding performance, and the number of false positives
actually decreased. It turns out that in addition to having a
maximum sentence length, TABARI also requires a mini-
mum sentence length for coding. Many sentence fragments
fell below this minimum length and were discarded, explain-
ing the smaller number of false positives. Another factor
was that sentence fragments often did not include actors and
targets, which would stump TABARI. Sentence fragmenta-
tion was primarily designed to be used with the CRF model,



which has features that can place the sentence fragment in
the context of the entire sentence. TABARI cannot use the
sentence fragments effectively and therefore does not benefit
from sentence fragmentation.

The CRF model with sentence fragmentation produced
much better results than either TABARI method. The CRF
model was able to pick up many events due to flexible
features that could recognize a large number of phrases.
The ability of features to analyze long-range dependencies
helped keep the number of false positives down, like in the
following sentence.

The Russian government said on Tuesday that U.S.
air strikes on Iraqi territory were unacceptable and de-
manded a halt to all military action against Iraq, Itar-
Tass news agency said.

This sentence contains the keywords ”air strikes” that
caused TABARI to incorrectly identify it as a Force event.
The CRF model noticed that ”air strikes” were referred to in
an actor’s comment, and the keywords were ignored. The
CRF model also picked up more events because of its effec-
tive use of sentence fragmentation. The smaller fragments
allowed the CRF model able to detect multiple events in one
sentence. In sentences describing multiple events, TABARI
would get stuck on the first verb and discard the sentence,
while the CRF model would look at the other phrases and
combine the event category information from the fragment
with actor and target information from the entire sentence.
The CRF model still had a fair number of false negatives.
We attribute these to the small number of features used in
preliminary testing. Despite the robust nature of our current
features, some grammatical structures are still unaccounted
for. We believe that with more features, the number of false
negatives would drop substantially.

Further work
We are working to improve the sentence fragmentation and
pronoun resolution during the pre-processing stage. Sen-
tence fragmentation can be made more accurate by including
a few more rules for fragment creation. Pronoun resolution
can be improved by applying a more sophisticated method
such as the Resolution of Anaphora Procedure (Lappin &
Leass 1994). Within the CRF model, we are working to de-
velop features for all 22 WEIS event categories and perform
tests to code events from all categories. We are developing
a large human coded training set for learning the weights of
all the features in the 22 category model. We also plan to
use the training set to experiment with feature induction to
determine which features have the largest impact on catego-
rization.

Conclusions
We presented a CRF based model for event coding, a spe-
cific form of information extraction, of use to the empirical
political science community. Automated event coding opens
up opportunities for inducing models of conflict evolution
based on actual data on interaction between countries, as re-
ported in the news media. We demonstrated the need for

simplification of lead sentences to reveal their clausal struc-
ture. Coding of clauses is modeled as a sequence labeling
problem, and we empirically demonstrated the effectiveness
of CRFs as a modeling tool. Comparison of the perfor-
mance of our CRF-based coder against TABARI, the stan-
dard of automatic coding in the political science literature,
reveals our sources of power. They include (1) identification
of grammatical structure of lead sentences and segmenta-
tion into simpler fragments to reveal presence of multiple
events, (2) use of features to overcome the near infinite va-
riety in phrases, and to handle long-range dependencies in
sentences, and (3) modeling sequence labeling probabilisti-
cally, which addresses inherent ambiguities in event catego-
rization.
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